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Abstract 

This paper introduces the concept of web site, and ultimately web page, as agent. In this concept, a web site behaves as an autonomous agent undertaking a continued interaction, or conversation, with a human user. Just as in human-human conversations, the web site agent attempts to determine the preferences of the other party with minimal recourse to question asking sessions. We discuss a set of initial guidelines and principles for the creation and administration of such a web site, and present an embryonic version of an agent-based web site which attempts to adapt its personality and levels of user trust according to simple clickstream information collected from multiple interactions with the user. We conclude with ideas for further work and potential experimentation with such web sites.
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Introduction

Web sites are inherently a one way medium – we look at them, they give us information, we read it, and we go someplace, or some page, else. Recently, some degree of interactivity has been achieved, using technologies such as asp or JSP, and techniques with Flash animation, for example, but in most, of not all, respects, these sites are still one way traffickers of information. In addition, today’s web sites are also inherently stateless – a problem that has been dogging the web for some time.

We believe that interaction with humans is worth more. Simply put, we see a user‘s visiting a web site as part of an ongoing conversation between site and user. Thus, sites should hold state, a memory of interactions, and some form of derived user goal from the conversation. 

In addition, we conjecture that:

· The site should not be a static entity that does not learn with the user, rather it should be dynamic, capable of adaptation to the user and their needs. What’s more, this adaptation should be transparent- the user should not have to answer questions about who they are and what they like, neither should the user have to direct the site to adapt in specific ways (unless they want to, in either case). 

· The site should use what it knows of the user from the interaction to attempt to match itself better to the user’s needs. 

· The site should be a complete, front to back application that tracks user preferences, orders, and responses throughout the eCommerce system, maintaining and updating records as necessary to make the user’s first and subsequent visits worthwhile and comfortable.

Of course, this is a tall order and requires much work, but a stepping stone can be found in the use of Socially Adept Technologies [4] together with technologies to enable state to be help from visit to visit. The goal is to make the user’s interactions as comfortable as possible, as well as rewarding and ultimately successful (in the user’s view). To do this, we use a socially adept agent coupled with a state-enabled server to produce a web site that is also an agent (or, from a different level, be managed by an agent).

This paper introduces the web site as agent. It begins with a brief discussion of Socially Adept Technologies or agents. We then discuss the concept of Agent Adaptive Web Sites (AAWS) and present a set of simple principles which can help not only in AAWSs but also in the maintenance of web site integrity in general.

Since the concept of social agents in the interface is perhaps somewhat controversial, we next briefly present some of the reasons we believe they can be of use.

In order to test our principles and viewpoints on AAWS it has been necessary to develop an implementation of such a site. The paper thus describes briefly the generic architecture of AAWSs as it stands at present, and our prototypical implementation of such a site, its capabilities and limitations, and why we believe it is of potential use. Finally, we address questions of site testing and maintenance, and potential future work.

Socially Adept Technologies and Agents

The concept of Socially Adept Technologies (SATs) was first introduced in [4] as Socially Adept Agents. the concept, put simply, is to include human social norms into agent-based tehcnologies. These norms should be computationally tractable, simple to implement, and mirror as closely as possible human norms. Since then a great deal of work in the area and that of Socially Intelligent Agents has been carried out, and the field has grown considerably (see, for example, [2,3,5,6]. 

The Socially Adept Agent should, quite simply, be capable of existing in the outside (‘real’) world. Thus it should have concepts of self and other, ethics, morality, trust and verbal and non-verbal communication skills. It should be capable of making broad based decisions, and it should be reactive to problems and the situations it finds itself in. It should be believably social (although not necessarily believably intelligent). It should have a knowledge and potentially an understanding of the social issues of the environment it finds itself in, and it should attempt to behave accordingly.

Clearly this list or capabilities is non-exhaustive, but the major thrust is to produce believable, life-like technologies that are capable of existing sensibly in the real world.

In the case of socially adept web site agents, we are aiming to create a state of affairs where in essence the user is interacting with a socially adept agent that is capable of adapting to the users preferences, and attempting to understand and work with their wants and needs.

Discussion – An Agent-Adaptive Web Site

 From the outside, an Agent-Adaptive Web Site (AAWS) is little more than a stateful server. Interactions between visits are remembered (via cookies at present) and the user is presented with somewhat personalised pages. However, this is only half the story.

The primary goal of the AAWS is to provide a sense of conversation within the web site interaction process. To that end, we are designing an architecture that can remember and reason about not only the user and their last visit, but also the pages they have visited, how many times, the history of the complete interaction, user satisfaction, and so on. 

The agent should be able to interact with the eCommerce system from front to back, tracking orders, maintaining a database of customer responses, queries, complaints, and so forth, and taking a proactive role in the relationship the user or customer has with the business. In the case of non eCommerce sites, this capability extends itself to providing an active monitoring of user visits, with a view to facilitating user comfort in many respects of interaction. Imagine a site that, for example, apologised when you logged on because last time you were unable to complete a transaction, or because your order has been delayed by 24 hours. Imagine a site which was able to guide you through a complex process quickly and efficiently, based on what it knew about your abilities and needs.

It is clear that such an overarching set of behaviours is not within the scope of today’s static web servers. A new paradigm is called for. This paradigm is the Agent-Adaptive Web Site. 

Within AAWS, the entire site is represented and controlled by an agent. This agent is responsible for the receipt of requests, responding to requests, tracking of conversations, maintenance of relationships with users, and so on. 

A more radical approach (which we have recently begun to work on) is that underneath this agent lie multiple other agents, each of which represents a reasoning web page. These pages adapt on the fly to user requirements via communication with each other to maintain history and continuity in the user’s interaction. Thus, when a user visits a site for the second or subsequent time, they can be presented with the last page they visited at the site, along with a history of their browsing at that site, to facilitate their next visit. (Naturally, these capabilities are completely under the control of the user.)

Currently, we have implemented, using JSP technology, a prototype, rudimentary AAWS that reasons with and about trust and user personality. This prototype enables us to experiment with interface issues and provides a solid foundation for extending the system in the manner described above (for more details, see the future work section, also [6]).

Principles for Adaptation

Given that the proposed site is a powerful technology, we have determined several rules that can help facilitate user trust and acceptance of this technology. That these rules are important is reinforced by the Studio Archetype [1] study on Trust Factors in eCommerce. 

While much of this paper is directly applicable to the design and implementation of eCommerce web sites, and some of it can only be applicable to this genre, we believe that certain principles apply to the design of any kind of web site, or indeed human-machine interface. Recently, a large amount of interest has been given to the proper design of web sites (e.g., see [Nielsen]). To an extent, this paper is not an exception, for which we make no apologies. We argue that one of the barriers to effective web usage and integrity in web sites is due in large part to poor design and execution (the use of large graphics and buggy javascript notwithstanding). Broken links, bad grammar, useless pictures and long download times are sure ways to alienate the browsing public. Some of the principles below may well seem like motherhood, but it’s surprising how many sites seem to ignore them completely.

Building socially capable web sites and agents is not an exercise in fancy computing, rather it is a concerted, directed effort towards a truly person-friendly interaction process. Using the architecture described in this paper in the wrong places will result in less, not more, capable sites. The reader is encouraged to look to an understanding of which of the principles discussed below can be applied to different kinds of web sites, and further, to interface design.
Some simple principles that can be easily followed are:

· Use directly linked and recognizable  'personification' (e.g. image, video, face)

· Present testimonials from satisfied customers

· Make FAQs available simply

· Design for usability (ease of use)

· Alternative payment options (not just credit card online, e.g. we can call you back)

· Show or make available easily a grievance process

· Provide company details (history, location, etc.)

· No broken links or language

· Provide user customizable environment (options for language, layout, etc.)

· Respect and inform user about privacy and security details

· Provide a personality linked to the user's in some way

· Provide warnings where necessary (e.g. 'you are leaving a secure area of the site...')"

· Don't ask personal questions - ask only what's necessary to get the job done in context

· Be realistic in your promises (don't promise something you won't be able to deliver on time)

· If possible, provide downloadable demos (e.g. of software). Use versioning, shareware, or some other model

· Don't blast the user with lots of banner ads (or worse)

From a brief examination of these simple principles, it’s unfortunately all to easy to think of major web sites that do not follow one or many of them, despite the fact that they appear no less than common sense.

Isn’t this all a bit suspect? – The ethics of automated adaptation and agents

Perhaps not surprisingly, debate has arisen about at least the honesty of promoting anthrophomorphism (even in the limited fashion displayed here) to an unsuspecting public [9,12]. Surely, some argue, we are doing nothing but deceiving the user, raising their expectations and setting them up for a fall, and if that is so, how should they possibly trust us in future?

We argue that this is indeed not the case. Certainly, human’s anthropomorphise, even expert users do this, even if they know they’re talking to a computer (or a car, or a toaster…) [11]. We argue that, if this makes the interaction more comfortable, less impersonal, and more worthwhile to the user, let alone potentially fun, there is no harm in that. 

Without doubt, today’s interface agents will raise expectations, may result in disappointment, and perhaps alienation for some users. Our honesty in presenting these interfaces is necessary to try to prevent that. It should not deter us from attempting to advance the state of the art to a stage where such disappointment is not inevitable.

The social agent managing the eCommerce interface at present promises little more to the user than a more coherent and complete web site. The agent in future, however, should be more powerful and capable.

Our intent is not, then, to deceive, rather it is to facilitate.
An Example Site Architecture

According to the principles described above and allied research, we have developed a conceptual architecture for an AAWS, and a prototype application based on this architecture. The prototype, whilst still in development, is capable of successfully adapting to personality in rudimentary ways. Current work is extending this to more sophistication and faster adaptation through the application of different reasoning techniques.

The Architecture

The primary goal of designing the AAWS is one of exntensibility – there is little to be gained from a proscribed format which locks in specified behaviours. As such, we have taken a modlar approach to the design of the architecture.

Figure 1 illustrates the latest architectural design for the agent adaptive site. As can be seen, we are making use of JSP technology for the purposes of adaptation and retaining state. One initial problem is the use of cookies (potentially disliked by users) – we will address this in future revisions of the architecture.

The basic viewpoint of the user can be altered (according to browser technology, advanced plug-ins, and user preferences) from simple HTML through advanced talking heads, interface agents, and so forth. These adjustments are dependent also on the required technology being deployed at the server side. In other words, to provide different modes of interaction to a user, these must be designed and implemented on the server – the site does nothing more than serve what it is able to.

The process of delivering a web page is relatively simple – on receiving a request, the site examines the profile it has built up of the user. This profile is based on clickstream information and potentially from user agents that share preferences with the site (an advanced option, of which, more later). The profile continues across interactions, thus the user-site interaction is a continuing affair, not a stateless one. Based on user profile information and the request submitted, the page (in whatever format) is created on the fly from a database of page formats and contents. This is then delivered to the user.

It is worth taking a moment to examine the page contents database. Imagine two different users – each asks for the same page, but since the site has built profiles for each, each may see something different. However, the contents of what they see are the same – no information is lost or gained for different users – it is only the presentation style which differs. At this point, each different style has to be input by the web site designer (thus, for each page, much more work is needed). In the future, using more advanced techniques, we aim to produce pages based on only one set of data for each page, adjusting linguistic style and projected personality on the fly. This is clearly a topic of future research, but one that the present architecture is capable of supporting.

A vital addition to browsing technology is that of the personal profile agent – a user controlled and maintained agent that can negotiate with the site prior to the user being presented with any data. This negotiation would cover user preferences, personality, and so forth so that the site does not have to take time to reason about the user but can provide pages according to their preferences from the start of an interaction (and develop improvements as the interaction proceeds). This personal profile agent capability is built in to the AAWS architecture, although its implementation may need changes in browsers, security and personal privacy considerations. This is a radical extension of Microsoft’s Passport application (see www.passport.com), and is beyond the scope of this paper.

The Prototype
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At present, we are looking primarily at user personality and trust in the presentation of web pages. The site uses clickstream information to attempt to determine the personality of the user on a broad bipolar scale (Myers-Briggs, from Extroverted to Introverted)– pages are then presented to the user based on that scale. Studies investigating the elements that provide context when interacting with complex systems also identified user personality as an important element in interacting with agent-based systems [7]. Specifically both objectively (performance) and subjectively (preferences), users prefer to interact with an agent that displays similar personality characteristics to their own. 

Trust reasoning capabilities, based on previous work [3,5] have also been built into the prototype. In its simplest form, the site attempts to infer user trust based on pages visited – each page has a different effect on the trust level perceived (for example, visiting help pages may result in inferring that trust is lower) – we are examining what it is possible to do to increase user trust levels [6]. The principles described above are a means to this end. For more information, see also [1].

The prototype site agent is a simple eCommerce site for buying books. At the site, the user follows links which give the agent information about the user’s personality, and the agent alters delivery presentation accordingly –  the content for each web page is kept in three forms – Extrovert, Introvert, and Neutral. Based on clickstream information, the agent serves a page built from one of these types. At the end of each page, selections are available which are designed to gather more information – resulting in a reinforcement or a revision of the agent’s opinion of the user’s personality. As mentioned above, the agent also keeps track of trust levels, but at present, does nothing with them – this is an area we hope to examine in the coming months. 

Where to go from here – future work

The prototype architecture is still very much in its infancy. In fact, it is clear to us that the more we do with the site, the more there is necessary to be done in order to reach our goals. The following is a brief (and growing!) list of future work requirements. We hope to be able to provide a working demo of the site at the workshop.

· Addition of more trust-reasoning capabilities (for details of how trust works in this site, see [Marsh&Meech,Marsh&Meech&Dabbour,Marsh94])

· Addition of different interaction modes (e.g. talking heads, or modes of interaction with small personal devices)

· Complete eCommerce site management (including supply chain management, order tracking, customer relationship management, etc. by the site agent.

· Implementation of web page agents.

· Addition of more socially adept norms as described above (via site plug-ins).

· Human testing phase.

· Addition of more personality metrics to better model the user.

· Addition of personal user agent - site agent negotiation capabilities in order to allow first time users to benefit from first time visit adaptation.

· Integration of site management/creation agents to allow an AAWS site to be set up from scratch or from an existing static site.

· Addition of more intelligent web page creation techniques to remove the extra work needed when creating a site.

We envisage the majority of these additions and tests will be complete within the year. We are aiming for a demo version at the workshop and a releasable version of an AAWS web site management tool using agents by the end of the year. Continuing work will focus on intelligent web page creation techniques and additional social norm integration.

Conclusions

While today’s web sites are static and for the most part stateless and not truly interactive or conversational, we have provided a vision of Agent-Adaptive Web Sites where each site is managed by an autonomous, (pseudo-) intelligent agent capable of maintaining state, history and context within interactions with users.

While the prototype AAWS is rudimentary, it provides a robust foundation for the future work mentioned above, and an interesting research tool in its own right.

Of course, the remit of this work is primarily to enhance the user experience – we conjecture that the encouragement of humanisation in the interface is no bad thing, that user interaction should be above all a comfortable process for the user, and, perhaps even less importantly, an efficient one. As a manifesto for Human Computer Interaction, user comfort seems to us to be a worthwhile goal. Socially Adept Technologies are another step closer to that goal.
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Figure 1: Agent-Adaptive Web Site Architecture
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