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The Semantic Web has grown with leaps and bounds over the last decade, including huge, interlinked and 

freely available datasets (e.g., DBPedia, LinkedGeoData) as well as lightweight semantic annotations 

embedded in regular web content. Due to increases in mobile hardware and wireless connectivity, mobile 

devices are at a point where they can consume this multi-segmented Web of Data. However, recent work 

shows that the performance of mobile reasoning, an essential Semantic Web building block, still leaves 

much to be desired. Applying OWL2 RL to realize mobile reasoning is a promising solution, as it allows 

selectively applying rule subsets to improve performance. Regardless, given these current challenges, 

options should be available to extensively benchmark mobile reasoners, with the goal of determining the 

feasibility of deploying mobile reasoning in particular application scenarios. 

For this purpose, we present a cross-platform, extensible mobile benchmark framework called 

MobiBench, which allows evaluating the performance (reasoning time, memory usage) of any mobile 

reasoner, using different reasoning tasks (e.g., ontology reasoning, semantic service matching) and 

process flows. To support the current variety of rule and data formats, its Semantic Web layer implements 

a uniform resource interface, which accepts SPIN rules & RDF data as input. To facilitate benchmarking, 

MobiBench provides built-in automation support, a mobile UI, and analysis tools. 

In an effort to optimize mobile reasoning, we further propose a multi-staged approach to reducing the 

OWL2 RL ruleset:  

- Equivalent OWL2 RL rule subset: identify & remove rules of which the results are covered by 

(combinations of) other rule(s). Some specialized rules may be left out as well, by introducing extra axioms 

& new generalized rules. 

- Purpose and reference-based subsets: distinguishing rule subsets via rule purpose (inferencing vs. 

validation) and referenced data (instances vs. schema) allows applying smaller subsets, based on the 

application scenario. Rules that reference unused OWL constructs can be left out as well, by applying a 

separate pre-processing step (supported by MobiBench). 

- Removing inefficient rules: leave out rules with large performance impact, thus breaking conformance 

with the OWL2 RL specification. For instance, rule #eq-ref infers each resource is equivalent to itself, which 

has limited practical use and greatly inflates the dataset. 

Our benchmarks indicate that, when combining all ruleset reductions, OWL reasoning performance is 

increased dramatically (88% — 94%), yielding ca. 2s when reasoning over a LUBM dataset of 3166 triples 

for the best performing engine (AndroJena). By applying a reduced OWL2 RL ruleset, rule-based engines 

were able to greatly outperform OWL reasoners (e.g., applying tableaux reasoning) on mobile platforms. 

We also benchmarked rule-based service matching, semantically enhanced using an OWL2 RL rule subset. 

To match a user goal to an individual service and directory of services, AndroJena took avg. ca. 21 ms and 

ca. 3,1s, respectively.  
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