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Abstract

Semantic segmentation plays a critical role in applications like predictive maintenance
and quality inspection but remains challenging to deploy on resource-constrained devices
due to their computational demands. This paper introduces Explainable AI (XAI)-
Guided Knowledge Distillation (XGD), a method that combines pixel-wise class proba-
bility alignment with saliency map refinement guided by XAI. XGD focuses on refining
features at the first decoder layer, allowing lightweight student networks to replicate the
performance of more complex teacher models. Experiments conducted on the TTPLA,
Substation, and Pascal VOC 2012 datasets show that XGD consistently improves seg-
mentation performance, achieving up to a 4.57% increase in mIoU for the DeepLabV3+
student network with ResNet101 backbone. Ablation studies demonstrate the effects of
XGD’s distillation losses, while hyperparameter analysis identifies the optimal settings for
efficient knowledge transfer. XGD surpasses existing distillation approaches across var-
ious models and backbones, providing an effective, resource-efficient, high-performance
approach. Our code can be found at https://github.com/Analytics-Everywhere-Lab/
xaiseg.
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1. Introduction

Semantic segmentation is a core task in computer vision that involves classifying each
pixel in an image into a specific category. It supports various applications, including pre-
dictive maintenance [1] and quality inspection [2]. However, achieving high accuracy often
demands considerable computational resources. Networks such as DeepLab [3, 4], PSP-
Net [5], and SegFormer [6] deliver strong performance but are computationally intensive.
This creates challenges for deploying these models on mobile or edge devices with limited
resources [2].

Researchers have explored lightweight segmentation networks and model compression
techniques, such as quantization, pruning, and knowledge distillation (KD) [7-10], to address
the computational challenges of semantic segmentation. Among these, KD is a promising
method for enhancing the performance of compact student networks by using the guidance
of high-capacity teacher networks. While KD has been widely applied to image classifica-
tion, its use in semantic segmentation is less developed. Recent studies have introduced
specialized KD techniques for segmentation tasks, focusing on capturing spatial correlations
and dependencies between pixels, as structured outputs are central to segmentation [7, §].
Attention-guided KD methods further refine this process by guiding student networks to
replicate the teacher network’s focus. These approaches often utilize attention maps from
attention mechanisms or saliency maps produced by Explainable AT (XAI) techniques, such
as Class Activation Mapping (CAM) [9, 10]. However, these attention-guided KD meth-
ods often neglect the global pixel-wise class probabilities generated by the teacher network,
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which encode class relationships for the student network [11]. Moreover, in semantic seg-
mentation models like DeepLabV3+, the first decoder layer plays a crucial role by merging
high-level semantic features from the encoder with low-level spatial details [4]. Overlook-
ing this stage can limit the student network’s ability to learn the fine-grained spatial and
semantic features required for accurate segmentation.

Hence, our paper proposes XAI-Guided Knowledge Distillation (XGD), a novel method
designed to align pixel-wise class probabilities with saliency map refinement driven by XAI,
providing comprehensive supervision for the student model. By concentrating on the first de-
coder layer, XGD enhances feature refinement, allowing the student network to learn global
class relationships and spatially significant regions. Our approach bridges the gap between
global supervision and spatial detail, addressing the weaknesses of existing attention-guided
KD methods. Our contributions are summarized as follows:

(1) We present XGD, a KD method that combines global pixel-wise class probability
alignment with spatial saliency map refinement. XGD focuses on refining features
in the first decoder layer of segmentation networks, ensuring an effective transfer of
both global and local knowledge.

(2) We evaluate XGD on TTPLA [12], Substation [13], and Pascal VOC 2012 [14]
benchmark datasets using various segmentation models and backbones. We perform
ablation studies on the XGD’s hyperparameters and distillation loss components to
further validate our approach and compare different XAI methods.

2. Related Work

This section provides an overview of the foundational works and recent advances related
to our approach. We first review notable semantic segmentation models, followed by a study
of local post-hoc XAI methods tailored for the segmentation task. Lastly, we discuss various
KD strategies and their relevance to our proposed method.

2.1. Semantic Segmentation

Recent advances in semantic segmentation have significantly improved feature extrac-
tion and computational efficiency. PSPNet introduced pyramid pooling modules to gather
global context information at multiple scales, capturing hierarchical features effectively [5].
DeepLabV3 [3] advanced contextual modelling through atrous spatial pyramid pooling with
parallel branches, while DeepLabV3+ [4] refined boundaries by incorporating a decoder
module. Transformer-based models like SegFormer use hierarchical attention and lightweight
MLP decoders to capture global dependencies with reduced computational cost [6]. Re-
cently, models like SAM [15] have introduced promptable segmentation and vision-language
integration, enabling flexible, annotation-free mask generation.

2.2. Local Post-hoc XAI Methods for Semantic Segmentation

Several local post-hoc XAI methods have been adapted for semantic segmentation tasks.
Techniques initially designed for classification can also explain the outputs of semantic
segmentation models. These methods are typically categorized by how they generate expla-
nations, including backpropagation-based, CAM-based, perturbation-based, and example-
based approaches [2, 16, 17]. Our paper focuses on CAM-based techniques, which explain
neural network predictions by producing saliency maps that highlight important regions
in the input data [18-26]. CAM-based XAI methods extract feature maps from a chosen
convolutional layer, assign relevance-based weights to them, and sum the weighted feature
maps to generate saliency maps, identifying the input regions important to the model’s
predictions.



2.3. Knowledge Distillation (KD)

KD transfers knowledge from a complex teacher network to a smaller, more efficient
student network. Probability-based KD [11] uses the teacher’s soft labels to guide the
student, while feature-based KD [27] aligns intermediate feature representations. Relation-
based KD [28] models dependencies between instances, and attention-based methods, such
as AT [29], apply spatial attention maps. Recent approach [30] explores distillation using
low-resolution attention maps.

KD methods for semantic segmentation have been adapted to tackle task-specific chal-
lenges. SKD [7] transfers pairwise relationships and holistic features, while CWD [8] reduces
discrepancies across channels. Attention-guided approaches, such as CAMD [9] and CAT
[10], use saliency maps to help students replicate class-specific attention. AttnFD [31]
further enhances features by applying channel and spatial attention. Despite these advance-
ments, no previous work aligns pixel-wise class probabilities with XAI-driven saliency map
refinement, which this paper aims to address.

3. Method

This section details the proposed XAI-Guided Knowledge Distillation (XGD) framework.
We introduce the notations for the semantic segmentation task, followed by describing how
XGD refines student model features through pixel-wise class probability alignment and
saliency map refinement. Finally, we present the overall optimization strategy.

3.1. Notations of Semantic Segmentation Task

Semantic segmentation involves the task of classifying each pixel in an input image into
one of C predefined classes. Let the input image be represented as x € REXW*d where
H and W are the spatial dimensions of the image, and d denotes the number of input
channels. The teacher network 7 and the student network S process x and output dense
logit maps Z7 € REXWXC and ZS ¢ RY XWXC, respectively. The soft class probability
distributions for a pixel (h,w) are defined as ph = U(Zz—w) and pj, , = 0(Zy ,,) where
o represents the softmax function. The ground- truth label for each plxel are denoted as
y € {1,...,C}H*W where yp, ,, specifies the true class label of pixel (h,w). These serve
as the foundation for distillation. The goal of the student network S is not only to mimic
the output predictions of the teacher network 7 but also to refine its intermediate feature
representations to match the teacher’s focus on salient features, particularly at the first
decoder layer of the segmentation network.

3.2. XAl-guided Knowledge Distillation (XGD)

This section details our proposed XGD method, as shown in Figure 1. Specifically, our
method aims to refine feature learning by extracting saliency maps at the first decoder
layer of the teacher and student networks, leveraging their pixel-wise alignment for feature
refinement. This ensures that the student’s intermediate representations align with the
teacher’s most informative regions, enhancing performance.

3.2.1. Semantic Segmentation Loss

The student network S learns the primary segmentation task by optimizing the conven-
tional segmentation loss Les as defined:
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Figure 1. Overview of our proposed XAI-Guided Knowledge Distillation with DeepLabV3+-.

where CE(-,-) denotes the cross-entropy loss. This ensures that the student captures the
core pixel-wise classification objective.

3.2.2. Pixel-wise Class Probability Distillation

To align the predictions of the teacher and student networks, we employ the pixel-wise
class probability distillation loss, denoted as Ly;. This loss minimizes the Kullback-Leibler
(KL) divergence between the softened probability distributions of the teacher network T
and student network S:

Lyi =

T ) (3.2)

h=1w=1

where q] , = U(ZZ:w/T) and q;iw = O'(Z‘]_jw/T) are the softened class probabilities of the
teacher and student, respectively, and 7 > 0 is the temperature scaling parameter.

3.2.3. XAlI-based Saliency Map Distillation

To guide the student network in refining its feature representations, we extract GradCAM
saliency maps from the first decoder layer of both the teacher and student networks. Grad-
CAM saliency maps highlight the spatial regions that contribute most significantly to the
model’s predictions. Let Ay, . denote the activation map for channel ¢ at spatial location
(h,w). The saliency map M is computed using the importance weight a, for each channel
¢, defined as follows:

d
M = ReLU <Z_} acAh’w,c> = W Z Z 8Ah - (3.3)
where the ReLU function ensures that only positive contrlbutlons are included in the saliency
map.

Then the saliency maps M are normalized to lie within the range [0, 1] to be M. The

XAl-based saliency map distillation loss L, is computed as the mean squared error (MSE)



Algorithm 1: XAI-Guided Knowledge Distillation (XGD)

Input: Training data D, teacher network 7T, student network S with parameters fs,
coefficients «, 3, temperature 7, learning rate 7, epochs E.

Output: Optimized student parameters 5.

for epoch =1,...,E do

for (z,y) € D do
qzw = O'(Zf’w/’r), qf,w = U(Z'}iw/’r) // Soft probabilities
Leg CE(piw,yh,w) // Semantic segmentation loss
Lpi KL(qZ—qufw) // Pixel-wise class probability distillation loss
M7, M® « GradCAM(T), GradCAM(S) // Saliency maps
Lsa < MSE(I\A/IZ;w,l\A/If’w) // Saliency loss
Lxcp ¢ Lseg + - Lpi+ B Lsa // XGD loss
05 = argmingg E(,yyop [Lxap(S(2560s), T (2),y)] // Update the student
network parameters
end
end
return 0s

between the normalized saliency maps of the teacher M7 and the student 1\7157 formulated

| L= ?W >y (M7 - 315)” (3.4)

3.3. Optimization

To optimize the student network S, we define the overall XGD loss Lxagp as:
»CXGD = Eseg +a- £pi + ﬁ . ﬁsa (35)

where o > 0 and 5 > 0 are weighting coefficients for the class probability distillation loss and
saliency map distillation loss, respectively. The optimization objective is then formulated
as follows:

05 = arg HelinE(zy)N'D [Lxap(S(x:0s), T (z),y)] (3.6)
S

where D denotes the training data distribution, and 6s are the parameters of the student
network. The overall training and optimization process, including the computation of losses
and parameter updates, is summarized in Algorithm 1.
Backpropagation Through Saliency Map Loss. The saliency map loss Ly, is backprop-
agated through the intermediate activations Fs of the student network at the first decoder
layer. The gradient of L, with respect to 6s is computed using the chain rule:

Lew OMS OFs
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computes the error between the teacher’s and student’s saliency

(3.7)
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maps as the saliency map gradients. The second term, %, propagates gradients through
the GradCAM computation to the student’s activation maps tom compute the GradCAM
derivatives. Finally, 8&% calculates the influence of s on the activation maps to compute
the parameter gradients. The backpropagation process ensures that the student network
matches the teacher’s output predictions and aligns its intermediate feature focus with the

teacher’s salient regions, enhancing feature refinement and segmentation performance.

where the first term



4. Experimental Setup

This section describes the experimental setup used to evaluate the proposed XGD method.
We introduce the datasets utilized, training details, and the network architectures selected
for both teacher and student models.

4.1. Datasets

To verify the effectiveness of the proposed method, we conduct experiments on the fol-
lowing benchmark large-scale datasets.

e TTPLA [12] contains high-resolution aerial images of transmission towers and
power lines. It comprises 1,234 images with 11,447 labeled objects across a rela-
tively small number of object classes with five object classes. The dataset is split
into 905/109/220 for training/validation/test.

e Substation [13] introduces greater complexity, comprising 1,660 images with 50,604
labeled objects, featuring 15 classes of substation equipment, including insulators,
disconnect switches, and transformers. These classes exhibit significant inter-class
similarity, making the segmentation task more challenging. The dataset is divided
into 1,063/265/332 for training/validation/test.

e PASCAL VOC 2012 [14] contains 1,464/1,449 images for training/validation in-
volving 20 foreground object classes and one background class with diverse shapes,
appearances, and backgrounds. It is considered the most complex among the three
datasets. Moreover, the variability in object scale and the presence of overlapping
instances increase the difficulty of the segmentation task.

4.2. Training Detalils

Each teacher network is first fully trained on the training set for 20,000 iterations, and its
parameters are frozen during the distillation phase. All experiments use the Adam optimizer
with a batch size of 64 and an initial learning rate of 0.0001. Segmentation performance is
evaluated using the standard metric of mean Intersection-over-Union (mlIoU).

4.3. Network Architectures

For all experiments, we use the segmentation model DeepLabV3+ (DLV3P) [4] with
ResNet101 (R101) backbone as the teacher network 7. For student networks S, we use
various segmentation architectures to verify the effectiveness of distillation methods. Specif-
ically, DeepLabV3+ and PSPNet [5], with different backbones of ResNet18 (R18) and Mo-
bileNetV2 (MBV2), has been adopted.

5. Results

We present a comprehensive evaluation of our XGD method across three benchmark
datasets. This section highlights the quantitative improvements in segmentation perfor-
mance, comparing XGD to existing knowledge distillation methods. Results are analyzed
for different configurations and student models.

5.1. Results on TTPLA

On TTPLA, XGD achieves the best results across all metrics and configurations. For
DeepLabV3+ with ResNet18, XGD improves the test set mIoU by 1.98% compared to the
next-best method, CWD [8]. Specifically, XGD achieves 72.23% mIoU on the validation set
and 69.82% mloU on the test set. Compared to attention-guided methods like AT [29] and



T Attention-guided KD

Methods FLOPs | #Params TTPLA Substation Pascal VOC
(G) (M) mloU(%) mloU(%) mloU(%)
train val test train val test train val

T: DLV3P-R101 112.90 45.67 80.96  72.67 71.20 | 81.04 79.90 79.72 | 89.21  78.33
S: DLV3P-R18 75.81 67.61 65.25 | 75.64 73.69 73.95 | 83.07 73.39
+PI [11] 76.74  68.67 67.01 | 76.21 73.27 74.69 | 83.58  73.87
+SKD [7] 78.12  71.94 67.99 | 7824 74.01 75.32 | 85.12 74.02
+CWD [g8] 36.88 12.33 78.88 72.04 68.84 | 7821 74.62 75.94 | 86.56 74.54
+AT [29]F 76.94 68.94 67.54 | 76.45 73.54 7499 | 83.78 73.99
+CAT [10]f 77.56  71.49 68.24 | 77.23 74.42 75.12 | 83.92 73.65
+XGD (Ours)t 78.95 72.23 69.82 | 78.34 74.94 76.01 | 86.74 74.99
S: DLV3P-MBV2 7493 67.32 6441 | 75.09 70.81 71.92 | 82.96 73.31
+PI [11] 75.95 65.94 65.37 | 76.03 71.76 72.16 | 83.14 73.54
+SKD 7] 76.83 69.93 67.94 | 77.83 7231 73.83 | 84.94 73.64
+CWD 8] 12.30 4.38 77.94 71.54 68.49 | 78.94 72.65 74.01 | 85.92 73.96
+AT [29]F 75.98 67.45 66.11 | 76.34 71.95 7292 | 83.84 73.45
+CAT [10]f 76.84  69.67 67.81 | 77.12 71.42 72.03 | 84.24 73.54
+XGD (Ours)T 78.12 71.77 68.93 | 78.03 72.97 74.15 | 85.29 74.01
S: PSPNet-R18 64.25 59.63 59.86 | 71.11 69.58 71.09 | 82.04 73.15
+PI [11] 68.29 60.96 60.04 | 73.65 71.33 72.39 | 82.19 73.36
+SKD [7] 71.92 6245 6193 | 73.99 71.93 72.83 | 83.01 73.81
+CWD [g§] 12.14 11.39 72.91 63.13 62.42 | 74.45 72.74 73.31 | 84.74 74.11
+AT [29]F 69.12  60.57 60.94 | 73.94 71.84 72.64 | 8249 73.45
+CAT [10]f 70.13  61.98 61.23 | 73.92 71.89 72.01 | 8293 73.69
+XGD (Ours)* 73.11 63.76 62.59 | 74.98 72.02 73.39 | 84.94 74.47

Table 1. Performance comparison with state-of-the-art distillation methods over various
student segmentation networks on TTPLA, Substation, and Pascal VOC 2012 datasets.
The best results are in bold. The second-best results are underlined. The floating-point
operations per second (FLOPs) calculation is based on the crop size of 512 x 512.

(a) Image (b) GT (c) Teacher T(d) Student w/o Distillation| ~ (e) Student+CAT | (f)Student + XGD (Ours)

Substation

‘Adt @ fict b by E
IoU =0.2009 IoU =0.1558

Pascal VOC

IoU =0.7557 IoU =0.6727 1 IoU = 0.7174 1 IoU =0.7404

Figure 2. Qualitative segmentation results and saliency maps on TTPLA test, Substation
test, and Pascal VOC 2012 validation. (a) raw images, (b) ground-truth (GT), (c) teacher
network, (d) original student network without distillation, (e) student network with CAT
method, and (f) student network with our XGD method.

CAT [10], XGD outperforms by 2.29% and 1.58% on the test set, respectively. The details of
individual class IoU on the test set are shown in Figure 4. This indicates that our saliency-
guided approach refines features more effectively than methods based purely on attention
mechanisms and enhances the segmentation performance of the student network (without
distillation) by 4.57%. For the lighter DeepLabV3+ with MobileNetV2 backbone, XGD
delivers consistent improvements, achieving 68.93% mloU on the test set, outperforming
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CWD by 0.44%. These results highlight that XGD’s saliency-guided feature alignment is
particularly effective for refining the fine-grained details needed to segment power lines.

5.2. Results on Substation

On Substation, the more complex segmentation task introduces challenges such as inter-
class similarity and occlusion. Nevertheless, XGD demonstrates strong performance, par-
ticularly for the ResNetl8 backbone. XGD achieves 74.94% mloU on the validation set
and 76.01% on the test set, surpassing CWD by 0.07%. Similarly, XGD outperforms
attention-guided methods like CAT by 0.89% on the test set, demonstrating that aligning
saliency maps for feature refinement provides better guidance than general attention-based
approaches. For DeepLabV3+ with MobileNetV2, XGD achieves 72.97% mloU on the val-
idation set and 74.15% on the test set. Compared to CWD, XGD shows an improvement
of 0.14% on the test set. While CWD is competitive in this dataset due to its channel-level
feature alignment, XGD’s explicit focus on spatially salient regions provides additional re-
finement, improving performance. The results are similarly encouraging for PSPNet with
ResNet18, where XGD achieves 73.39% mlIoU on the test set, outperforming CAT by 1.38%.

5.3. Results on PASCAL VOC 2012

PASCAL VOC 2012 presents the highest complexity among the datasets due to the
variability in object appearances and the presence of cluttered backgrounds. On this
dataset, XGD consistently performs better than other methods across all configurations.
For DeepLabV3+ with ResNet18, XGD achieves the mIoU of 74.99% on the validation set
and 86.74% on the training set, outperforming CWD by 0.45% and 0.18%, respectively.
Attention-guided methods such as CAT and AT show strong baseline performance but fall
behind XGD by 1.34% and 1.54% on the validation set, respectively. For DeepLabV3+ with
MobileNetV2, XGD achieves 74.01% mlIoU on the validation set, surpassing all baselines.
While lightweight backbones like MobileNetV2 typically struggle with complex datasets
like VOC 2012, XGD effectively guides feature refinement, closing the performance gap
with heavier backbones like ResNet18. For PSPNet with ResNet18, XGD delivers 74.47%
mloU on the test set, outperforming CWD (0.36%) and attention-guided methods like CAT
(0.78%).

Overall, the results demonstrate that our XGD method consistently outperforms existing
KD methods across all three benchmark datasets, achieving notable improvements in seg-
mentation accuracy. By effectively aligning pixel-wise class probabilities with saliency map
refinement, XGD enhances both global and spatial feature learning, making it particularly
effective for refining fine-grained details in complex segmentation tasks.

6. Hyperparameter Analysis and Ablation Study

This section investigates the impact of key hyperparameters on XGD’s performance and
conducts ablation studies to analyze the contribution of different loss components. We
also explore how various XAI methods generate the saliency maps and influence overall
segmentation accuracy.

6.1. Impact of Weighting Coefficients «, § and Temperature 7

To investigate the influence of the hyperparameters «, 8, and 7 on the performance of
the XGD method, we conducted an ablation study on the TTPLA dataset.
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Figure 3. The impact of XGD weighting coefficients «, S and temperature 7 on the
student network (DLV3P-R18) in mIoU(%) on the TTPLA dataset.

We tested a € {0.05,0.1,0.5,1.0,2.0} with 8 = 7 = 1. Higher values of o up to 1.0
encourage stronger alignment of soft class probabilities, which enhances segmentation ac-
curacy. However, when « becomes too large (o = 2.0), the overemphasis on Lp; causes
the student network to overly prioritize probability alignment, potentially at the expense
of spatial feature refinement. The best results are obtained with o = 1.0, where the bal-
ance between segmentation loss and probability alignment ensures optimal performance,
achieving 69.82% mloU on the test set.

We tested 8 € {0.05,0.1,0.5,1.0,2.0} with « = 7 = 1. As § increases, the saliency map
alignment effectively guides the student network to focus on the teacher’s spatial attention,
enhancing segmentation performance. However, overly high values of 3 (i.e., 8 = 2.0)
overemphasize saliency alignment, potentially limiting the model’s ability to balance global
class knowledge with spatial refinement. The optimal setting of 5 = 1.0 achieves the best
balance, with a test mIoU of 69.82% and a validation mIoU of 72.23%.

We tested 7 € {0.05,0.1,0.5,1.0,2.0} with « = 8 = 1 and observed that performance
peaks at 7 = 1.0. On the test set, mIoU increases from 69.42% at 7 = 0.05 to 69.82% at
7 = 1.0, before slightly decreasing to 69.78% at ™ = 2.0.

In conclusion, the best combination of hyperparameters for XGD is a = 1.0, § = 1.0, and
7 = 1.0. These results highlight the equal importance of pixel-wise class probability loss Ly;
and saliency map loss Ly, in effectively transferring both global class knowledge and spatial
feature refinement in the XGD method.

(b) GT (c)XGD / GradCAM

EEE w/o distillation EEE XGD (Ours)
B CAT

IoU =0.5646 IoU = 0.5623
(f)XGD / BigenGradCAM  (g) XGD / HiResCAM

IoU (%) on TTPLA test set

void cable tower lattice tower tucohy tower wooden ToU = 0.5631 IoU = 0.5680 ToU = 0.5644
Figure 4. Individual class IoU scores over Figure 5. Qualitative segmentation results and
student network (DLV3P-R18) w/o dis- saliency maps of student network (DLV3P-R18) with
tillation, with CAT and our XGD on different XAI methods on Lg5 on TTPLA test.

TTPLA test.
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Loss Baseline Distillation XAI Method mloU(%) Ave. Time(s)
= = % v v GradCAM [22] 69.82 0.1031
;fg v y GradCAM-++ [19] 68.96 0.1037
ﬁp‘ v v HiResCAM |[21] 69.74 0.1224
sa - - .
EigenGradCAM [23] 69.94 0.7554
mloU(%) | 65.25 | 67.01 68.77 69.82 LayerCAM [20] 63.83 0.1021

Table 2. Ablation study of distillation loss
terms on student network (DLV3P-R18) on
TTPLA test. Baseline denotes the segmenta-
tion loss Lseg.

Table 3. Ablation study of XAI methods in XAI-
based saliency map distillation Lg, on student net-
work (DLV3P-R18) on TTPLA test.

6.2. Ablation Study of Distillation Loss Terms

To evaluate the contribution of each distillation loss term in the XGD method, we con-
ducted an ablation study on the TTPLA test set, as shown in Table 2. The baseline model,
trained solely with the segmentation loss Lgeg, achieves a test mIoU of 65.25%. When the
pixel-wise class probability distillation loss Ly; is added, the mIoU improves to 67.01%, an
increase of 1.76%. This demonstrates that aligning the soft class probability distributions
between the teacher and student networks enhances the transfer of class-specific knowledge,
particularly global relationships between object classes.

Next, we evaluated the impact of the XAl-based saliency map distillation loss Lg, inde-
pendently by adding it to Lsee. This configuration results in a test mIoU of 68.77%, marking
a significant improvement of 3.52% over the baseline. The results highlight the importance
of guiding the student network’s focus toward spatially critical features identified by the
teacher network, particularly in the challenging task of segmenting power lines. Finally,
when both £,; and Ly, are included in the full XGD method, the mIoU increases to 69.82%,
which is 4.57% higher than the baseline. This demonstrates the complementary nature of
these two distillation losses: Lp; ensures accurate class probability alignment, while Lg,
enhances spatial feature refinement. Together, these results validate the effectiveness of the
XGD method in improving segmentation accuracy by combining global and spatial feature
refinement knowledge transfer.

6.3. Ablation Study of XAI Methods

We also examine the impact of different XAI methods on the saliency map distillation
loss Lga, we replaced GradCAM with alternative techniques such as GradCAM-++ [19],
HiResCAM [21], EigenGradCAM [23] and LayerCAM [20], then compared their performance
in terms of mloU and average computing time per image, as summarized in Table 3 and
visualized in Figure 5.

GradCAM achieves the mIoU of 69.82% on the TTPLA test set, with an average com-
putational time of 0.1031 seconds per image. GradCAM++ achieves a slightly lower mIoU
of 68.96%, while its computational cost remains similar to GradCAM at 0.1037 seconds per
image. Although GradCAM++ modifies the original GradCAM to emphasize fine-grained
features, its slight reduction in accuracy suggests that it may not emphasize spatially critical
regions as effectively as GradCAM in this setup. HiResCAM delivers the mIoU of 69.74%,
which is marginally lower than GradCAM, with a computing time of 0.1224 seconds per
image. EigenGradCAM achieves the highest mIoU of 69.94%, marginally surpassing Grad-
CAM by 0.12%. However, EigenGradCAM requires a significant running time, which is 7
times longer than other methods, making it inappropriate for training pipelines. LayerCAM,
on the other hand, is the fastest method, with an average time of 0.1021 seconds. However,
its mIoU of 68.83% is the lowest among all methods, indicating a trade-off between speed
and accuracy.
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Overall, GradCAM balances accuracy and computing time, achieving strong performance
without significant computational overhead. While EigenGradCAM offers slightly higher
accuracy, its long computing time makes it less practical for large-scale distillation tasks.
Qualitatively, Figure 5 reflects the GradCAM saliency map effectively highlights spatial
features learned by the teacher network than other XAI methods, which confirms that
GradCAM is the most suitable choice for computing L, in the XGD method, effectively
guiding the student network to focus on spatially feature refinement regions.

7. Conclusion and Future Work

We introduced XGD to enhance lightweight segmentation models by integrating pixel-
wise class probability alignment and XAl-based saliency map refinement. By focusing on
feature refinement at the first decoder layer, XGD substantially improves the segmentation
accuracy of the student networks by up to 4.57% increase in mIoU. Comprehensive experi-
ments on three benchmark datasets demonstrate XGD’s consistent superiority over existing
KD techniques across multiple architectures and backbones. XGD’s ability to balance global
class probability alignment and spatial saliency refinement addresses key limitations of prior
methods, resulting in more accurate and computationally efficient models. For future work,
we plan to extend XGD to object detection models and explore its applicability to other
data types, such as time series and natural language.
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